
DYNAMIC VIEW SELECTION FOR HUMAN MOTION ANALYSIS IN
CAMERA NETWORKS

by

Scott Spurlock

A dissertation submitted to the faculty of
The University of North Carolina at Charlotte

in partial fulfillment of the requirements
for the degree of Doctor of Philosophy in

Computing and Information Systems

Charlotte

2015

Approved by:

Dr. Richard Souvenir

Dr. Min Shin

Dr. Shaoting Zhang

Dr. Jing Xiao

Professor Eric Sauda



ii

c©2015
Scott Spurlock

ALL RIGHTS RESERVED



iii

ABSTRACT

SCOTT SPURLOCK. Dynamic view selection for human motion analysis in camera
networks. (Under the direction of DR. RICHARD SOUVENIR)

Automated human activity analysis for multi-camera networks requires algorithms

that are both accurate and efficient for practical, real-time use. Current approaches

face a trade-off between accuracy and speed, with the most accurate methods having

high computational cost. This work is motivated by the observation that multi-

camera networks provide redundant data across views. In many cases, algorithms

could perform accurate analysis with a subset of the available information. We pro-

pose algorithms that dynamically select a subset of the network cameras for each stage

of the automated analysis pipeline. The goal of this research is to develop algorithms

for multi-camera networks with high computational efficiency without sacrificing ac-

curacy. In particular, we focus on solving core computer vision problems related to

the human motion analysis pipeline: detection, tracking, pose estimation, and action

recognition. Experiments on benchmark datasets demonstrate the applicability of

dynamic view selection to each of these areas.
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CHAPTER 1: INTRODUCTION

Distributed camera networks (DCN) are becoming less expensive and more com-

monly available, enabling important applications across many domains. Surveillance

of areas such as airports or other public locations can be enhanced with automation

augmenting manual observation. In the sports domain, automated summarization

and highlight generation of, for example, basketball or soccer matches could find im-

mediate commercial application. For next-generation smart homes, in-home cameras

can take advantage of automated algorithms to detect dangerous events such as falls,

which cause more injury-related deaths than any other factor for people over the age

of 78 [58].

Another application area for DCN is architectural analysis. Traditionally, an archi-

tect may conduct a Post Occupancy Evaluation (POE) of a space after construction

to understand how people use the space and whether it is responsive to its users’

needs. Data for POEs are commonly gathered by ethnographers through in-place

observation. This approach limits the scale of the possible analysis to short time-

horizons, typically measured in hours. Although long-term video (weeks, months, or

even years) may be available, time and cost constraints make manual analysis of such

large-scale data impractical.

For large-scale analysis of how people use spaces, as well as applications in surveil-

lance, sports analysis, and smart homes, automated analysis of human behavior in
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(a) (b)

(c) (d)

Figure 1: The human motion analysis pipeline in a distributed camera network con-
sists of (a) detection, (b) tracking, (c) pose estimation, and (d) action recognition.

DCNs is needed. There are several key computer vision problems that make up the

automated human motion analysis pipeline (Figure 1). For a network of cameras, it is

necessary to detect the presence of a person, follow the person over time, reason about

a person’s body configuration, and classify an observed sequence of motions into an

action category, distinguishing between such potentially similar actions as falling or

sitting down. In the computer vision literature, these tasks are known as detection,

tracking, pose estimation, and action recognition. Recently published approaches

have shown promising results in each of these areas.

Multi-camera algorithms, which aggregate information from multiple sensors, tend

to have higher accuracy than their single-camera counterparts. The availability of

more than one perspective ameliorates issues such as occlusions due to multiple people

in the scene and pose ambiguity due to viewpoint. However, the improved accuracy

comes at the cost of increased resource consumption. In general, processing time

increases at least linearly with the number of cameras due to feature computation,



3

plus the additional overhead required for integration of information from multiple

sensors. For distributed computing, network capacity may also play a role due to the

heavy loads required for transmitting multiple video streams from cameras to servers.

This dissertation investigates when and how selecting a subset of the available

cameras in a distributed camera network can reduce latency with minimal increase in

error for human activity analysis. We propose dynamic selection of a variable number

of the available cameras at each time step, which reduces computational burden while

keeping error rates low, by using only the most discriminative cameras. For each area

of the human motion analysis pipeline, we describe new algorithms that learn when

and how multi-camera visual data should be sampled and processed to optimize both

speed and accuracy.

In the next chapter, we review prior work prior work related to balancing com-

putation and accuracy in computer vision. The following chapters will describe the

details of our specific methods for detection, tracking, pose estimation, and action

recognition. We conclude in Chapter 7.



CHAPTER 2: RELATED WORK

Typically, existing multi-camera algorithms face a compromise between accuracy

and speed, with the most accurate methods being computationally expensive. How-

ever, for applications targeted at human motion analysis, it is often important to

be able to accomplish these tasks both quickly and with high accuracy. One com-

mon approach to reducing computation time of algorithms is subsampling data, i.e.,

using a subset of the available information. In computer vision, previous work has

explored subsampling in the spatial and temporal domains; however, no prior work

has considered the idea of explicitly addressing the accuracy-speed trade-off in terms

of the number of cameras evaluated at one time. In object detection, cascade frame-

works (e.g., [77, 83]) are commonly used to limit the number of classifiers that must

be evaluated for each candidate location. For action recognition, some work has in-

vestigated balancing accuracy and number of frames observed (e.g., [18, 27]) for the

single-camera case. One multi-view tracking method dynamically varies the compu-

tational resources dedicated to each camera based on sensor reliability [34].

Other work has undertaken view selection in the context of selecting a single best

view. Rudoy et al. [70] present a method to identify the best viewpoint for an action

from a human observer’s standpoint based on motion features. Other approaches

select the best view based on the number of spatio-temporal features detected [92],

estimated camera distances and person orientation [72], or silhouette properties [54].
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However, unlike our approach, which seeks to reduce computation by reducing the

number of views required by the algorithm, these methods still require features to be

computed for every camera at each time step.

The idea of using information from one view to inform view selection can also

be found in the area of active vision [26], usually in the context of a mobile agent.

For example, Arbel and Ferrie perform object recognition using entropy maps, which

model the predicted suitability of potential viewpoints to help an agent determine

the object with minimal observations [2]. In robotics, this is commonly called the

next best view (NBV) problem [25]. The active vision paradigm is not generally

applicable to human motion analysis in a DCN because the space of potential views

is continuous rather than limited to a discrete set of available cameras. Also, unlike

in a DCN, the environment or objects of interest are usually static in active vision,

so the time to compute or decide on the next view is not a factor.

In the following chapters, we will describe how dynamic view selection can be

applied to detection, tracking, pose estimation and action recognition.



CHAPTER 3: DETECTION

3.1 Introduction

Detection of multiple people in a scene has many important applications, includ-

ing automated surveillance, crowd modeling, and sports analysis. For applications

involving video input, these person detections often serve as input to a subsequent

tracking stage, to link detections across time. In multi-camera, multi-object (MCMO)

detection, information from multiple cameras is aggregated to identify each person

in the scene. A particular challenge for multiple-person detection is occlusion. As

the number of people in the scene increases, it becomes more likely that a camera’s

view of a person may be blocked by other people. Figure 2 shows an example scene

where two people have been detected, indicated by green and yellow bounding boxes.

From the first camera’s perspective, both people are clearly visible, while from the

second camera, one person is occluded by the other. Compared with single-camera

approaches (e.g., [61, 100]), by making use of multiple cameras with overlapping fields

Figure 2: In distributed camera networks, occlusions may make person detection more
difficult from some viewpoints.
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of view, several recent methods [1, 68, 32, 65] have shown robustness to occlusion in

crowded scenes.

Of recently developed MCMO approaches, the most accurate involve significant

computational expense. The fastest methods tend to be less accurate; in some cases

(e.g., [32]), detection methods may provide only a probability map of possible person

locations in the scene, delaying final localization to a subsequent tracking phase.

In parallel, recent methods for pedestrian detection have shown promising results

for identifying individual people in (single-view) images. At low resolutions and in

the presence of occlusion, however, even the best detectors perform poorly. Further,

while detector speed has improved significantly in recent years, these methods are

not designed to be used for multi-camera person detection in real-time at typical

resolutions using the common approach of sliding windows at multiple scales and

locations. Even the fastest pedestrian detectors operate at speeds of ≈ 2.7 fps for

pedestrians of size 50 pixels in images of size 640× 480 pixels for a single image [23].

For multi-camera networks, the computation required increases with the number of

cameras. Speeds for these high-level detectors can be significantly improved, however,

by limiting the search space in the spatial and scale domains, as well as in terms of

which cameras are used for detection.

In this chapter, we propose a hybrid approach that uses fast low-level detection

and targeted high-level verification, achieving high accuracy at real-time speed. Our

framework is modular, consisting of low, medium, and high-level detection steps. The

modularity of the design allows our framework to incorporate new or pre-existing de-

tector implementations as needed. With each successive step more computationally



8

(a) Low-level (b) Mid-level

(c) High-level

Figure 3: MCMO detectors based on (a) low- and (b) mid-level features often iden-
tify a small number of candidate locations, but are prone to “ghosts” (false posi-
tives) caused by shadows, occlusions, and projective effects among the true positive
detections. Our method (c) incorporates high-level image-based features from the
camera(s) with the best view to identify ghosts (red lines) and verify actual people
(green lines).

expensive than the previous, the goal is to discard as many hypotheses as possi-

ble using computationally inexpensive methods, and only use high-level detectors to

verify uncertain earlier hypotheses. Figure 3 illustrates the idea. A low-level occu-

pancy detector identifies 3D foreground voxels, shown as gray cuboids. A mid-level

aggregation step localizes objects, finding both true detections (green lines) as well

as false positives (red lines), known as ghosts. For high-level pedestrian verification,

image patches are extracted corresponding to locations to be verified. The goal is for
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a pedestrian detector to accurately evaluate the presence of a person in the image

patch. However, in a multi-camera environment, certain viewpoints may be preferable

to others, in terms of the expected accuracy of the detector.

Our main contribution is a multi-stage, coarse-to-fine framework for MCMO detec-

tion, which includes a probabilistic model for selecting a subset of cameras based on

expected detection accuracy. The targeted use of high-level verification keeps com-

putational cost low. We evaluate our method on a challenging benchmark dataset

for MCMO detection and tracking. Our results show the efficacy of our real-time ap-

proach, outperforming recent methods in both detection accuracy and computational

efficiency.

3.2 Related Work

Detecting people in images and video has been well-covered over many years [98].

Our focus is on multi-camera methods that incorporate low-level features for occu-

pancy estimation.

3.2.1 Multi-Camera, Multi-Object Detection

Most MCMO methods start with background subtraction (e.g., [76]) and then

fuse extracted foreground silhouettes to a common 3D coordinate system or ground

plane. For example, Khan and Shah [48] use homographies to warp foreground prob-

ability maps to a common reference plane and detect feet locations, while Eshel

and Moses [28] detect head tops by incorporating intensity correlation in a similar

homography-based framework. Fleuret et al. [32] introduce a probabilistic framework

to model occupancy over a ground plane grid. Several methods [68, 52, 9] employ a
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3D reconstruction approach, where occupancy is calculated over a discrete 3D grid of

voxels, instead of just the 2D ground plane. These methods may detect people in the

3D space [9] or project the volumetric reconstruction to the ground plane [68, 52].

Typically, exact localization is delayed to a later tracking phase based on, e.g., graph

cuts [48] or dynamic programming [32] over temporal windows.

3.2.2 Reducing False Positive Detections

Some recent MCMO detection methods have explicitly incorporated schemes to

address ghosts. Alahi et al. [1] model ground plane occupancy estimation as a sparse

optimization problem. A sparsity constraint is intended to rule out false positives

during the detection phase. While this method achieves high detection accuracy,

the authors’ implementation takes 10 seconds per frame, making it unsuitable for

real-time applications. Peng et al. [65] incorporate a graphical model that explic-

itly encodes occlusion relationships among discretized ground-plane locations. An

iterative algorithm finds the occupancy configuration that best explains the camera

foreground images. The method reduces the occurrence of ghost detections due to the

occlusion reasoning, but takes 3 seconds per frame in the authors’ implementation.

Other methods incorporate simple rules to reduce ghosts, such as fixing a priori the

number of objects to be detected [19].

Our framework, which includes concepts common to MCMO methods, incorpo-

rates pedestrian verification directly into the detection stage rather than a subse-

quent tracking step or with ad hoc rules. The verification step relies on selecting

the best viewpoints for image-based pedestrian detection. However, compared to the
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Figure 4: Example input frames and extracted foreground silhouettes used to perform
a coarse 3D reconstruction for our low-level detector.

sliding window approach commonly employed for single image pedestrian detectors,

our method drastically reduces the search space by only evaluating selected image

patches. Viewed in this light, the low-level detection step provides geometric con-

text similar to approaches (e.g., [37]) that use scene context to reduce false positives.

By combining efficient low-level detection, mid-level aggregation, and targeted use of

high-level verification, our framework is capable of real-time multi-person detection

in multi-camera networks.

3.3 Base Detector

Our pedestrian verification approach could be used with any low- or mid-level

MCMO detector. In this section, we describe our base detector implementation.

3.3.1 Low-level Detection

As shown in Figure 4, our low-level detector performs change detection on NC

cameras viewing the scene in order to create a coarse 3D reconstruction of the visual
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(a) (b)

Figure 5: (a) Point sampling takes the single pixel in the image corresponding to the
projected voxel center, while (b) area sampling considers the 2D bounding box of the
projected voxel’s 3D extent.

hulls of moving objects. The scene volume is discretized into a voxel grid, V =

{ν1, ν2, . . . , νn}, where each voxel is identified as either background or foreground by

a straightforward voting scheme:

νi =


1 if

∑
c

g(νi, c) ≥ τc

0 otherwise

(1)

where g(νi, c) indicates whether voxel νi projects to foreground in camera c, and τc is

the threshold for the number of cameras in the network that must agree for a positive

voxel detection. To implement the voxel-image occupancy function, g, other MCMO

detectors (e.g., [68]) employ point sampling, where the voxel center is projected to a

single pixel in an image. For greater robustness to noisy foreground extraction, we

employ area sampling, where the 3D extent of the voxel is projected to a bounding box

in an image. Figure 5 shows a case where, with point sampling, a voxel incorrectly

projects to background due to noise while, with area sampling, most of the projected

bounding box consists of foreground pixels.

We define the voxel-image occupancy function as:
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(a) (b) (c)

Figure 6: Given foreground voxels (a), mean shift clustering (b) localizes objects. For
the identified cluster centers, green squares are true positives and red circles are false
positives (ghosts). Note that the two ghosts are more pronounced than the correct
detection of the person at the top-left. (c) An image from a camera in the network
shows the projected detections.

g(νi, c) =


1 if λ(νi, c) ≥ τf

0 otherwise

(2)

where λ represents the proportion of pixels in the associated bounding box in image

c corresponding to foreground and τf is a system-specific threshold that can be tuned

based on the noise level of the foreground segmentation process. The voxel-image oc-

cupancy function with area sampling can be implemented efficiently using the integral

image technique [82] with the foreground mask image.

3.3.2 Mid-level Aggregation

The next stage is aggregation of voxel detections to objects, illustrated in Figure 6.

Our method relies on mean shift clustering (MSC) [14] for this step. MSC is a

non-parametric clustering approach that can find non-uniform or narrow modes in a

distribution, which, in our case, correspond to potential object locations in the scene.

MSC is well-suited to the problem because no prior knowledge about the number or

location of objects is needed.
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Let {zi} be the set of points in R3 corresponding to the centers of the identified

foreground voxels. We define the kernel density estimator [14] for occupancy at a

point z as

f̂(z) ∝
∑
i

KH (z− zi) (3)

where KH(z) = |H|−1/2K
(
H−1/2z

)
. Here H is a d × d bandwidth matrix and K is

the unit flat kernel [12]

K(z) =


1 if ‖z‖∞ ≤ 1

0 otherwise

(4)

where ‖·‖∞ is the infinity norm, which implies an axis-aligned, box-shaped kernel

with dimensions controlled by bandwidth matrix, H, a diagonal matrix, where each

element along the diagonal is the squared bandwidth for a dimension of the box.

For person detection, we choose H to approximate the dimensionality of an upright

person, i.e., h1 = h2 = h3/4. While MSC implementations typically incorporate the

smoothly differentiable Epanchnikov or Gaussian kernels, our choice of an axis-aligned

box kernel allows for faster computation and works well in practice.

Each cluster is scored based on the proportion of foreground voxels within the

bandwidth to total bandwidth volume

ωp(δm) =
f̂(δm)∏d
j=1 hj

(5)

where δm is the d-dimensional cluster mean (for our application, d = 3). The cluster

score can be thresholded to discard low-scoring detections, which often correspond
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to ghosts. However, care must be taken to avoid rejecting valid detections. Figure 6

shows an example where a valid detection scores lower than two ghost detections. In

the next section, we describe how pedestrian detection can help distinguish between

correct and incorrect detections.

3.4 Pedestrian Verification

In some systems [1, 32, 65], the output from low- and/or mid-level stages are di-

rectly used as output detections. However, some of these may actually be “ghosts,”

or false positive detections due to shadows, reflections, or occlusions. These errors

become increasingly common as crowd density increases, and, in complex scenes, sig-

nificantly degrade overall system accuracy. Figure 6 shows two examples of ghost

detections in red. Our high-level detection stage, pedestrian verification, is aimed at

identifying and eliminating these false detections without filtering out correct detec-

tions.

3.4.1 Predicting Verification Accuracy

For a given cluster, represented by center location, δm, the 3D bounded region

corresponds to an image patch in each camera. For each candidate patch, we compute

the Expected Detection Accuracy (EDA), E[Q|Θ], where Q is a continuous random

variable representing accuracy of a pedestrian detector under the conditions encoded

by the vector, Θ. Ideally, the model attributes would be features that are efficient

to compute following the low-level detection phase. A recent survey [23] provides an

evaluation of the performance of numerous detectors as a function of occlusion and

scale. The best performing detectors work well for near-scale (at least 80 pixels high)
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Figure 7: The projected bounding box for a candidate detection is shown in green.
The up vector, U c

m, is shown in yellow.

examples, with rapid performance decrease as pedestrian size decreases. Additionally,

all of the detectors were sensitive to occlusion; even partial occlusion (<35%) led to a

log-average miss rate of 73% for the best detector. To estimate the predictive power of

a pedestrian detector from a given viewpoint, our model incorporates occlusion, scale,

and also verticality, a measure of how upright a person appears from a particular

viewpoint. For a candidate location and corresponding image patches, these three

features can be computed using the projection of the 3D bounding boxes.

3.4.2 Model Attributes

We define the bounding box for detection m projected into camera c as the (rect-

angular) area of pixels, Rc
m. For the candidate detection, the up vector, U c

m, is the

projection of a 3D vector pointing up along the positive Z-axis from the candidate

ground location, m, to the target’s estimated height, as viewed in camera c (Figure 7).

3.4.3 Occlusion

In order to estimate an occlusion ratio for each detection based on the other (po-

tential) detections in the scene, we adapt the painter’s algorithm [36] from computer
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Figure 8: The occlusion value is estimated by calculating the overlap of the candidate
bounding box (dashed blue rectangle) with other, closer detections (gray boxes). For
the views shown, occlusion is 0.82, 0.00, and 0.56, respectively. (Lower is better.)

graphics. The idea is to order the detections by proximity to the camera center, and

project a synthetic bounding box, Rc
j, into a 2D accumulator for each detection that

is closer to the camera than Rc
m. The occlusion ratio measures the overlap of other

(potential) detections with the candidate location:

ωo(m, c) =

∣∣∣(⋃j R
c
j

)
∩Rc

m

∣∣∣
|Rc

m|
(6)

where |·| is the number of pixels in the box. Figure 8 shows an example of how

occlusion is calculated for three different views of one example detection from the

scene depicted in Figure 6.

3.4.4 Verticality

Typically, pedestrian detectors are trained on examples containing mostly upright

(vertical) people. So, rather than incur the cost of training many detectors or applying

a warp to each image patch, we estimate how upright a person at a given 3D location

will appear from a particular view. Verticality is computed as:

ωu(m, c) =

〈
U c
m

‖U c
m‖
,
F c
m

‖F c
m‖

〉
(7)
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where F c
m is a vector pointing in the up direction (along the positive Y axis) in the

image and 〈·, ·〉 indicates the inner product.

3.4.5 Height

One of the features most correlated with pedestrian detection accuracy is the pixel

height of the pedestrian [23]. The height, in pixels, of a projected object is simply

the magnitude of the projected up vector, ωh(m, c) = ‖U c
m‖.

3.4.6 Model

Given a set of training examples, we compute, for each attribute, the expected

accuracy (true positive, true negative) using a binary logistic regression model. That

is, we compute E[Q | ωx] for each attribute. To model the joint expectation for a

given image patch, we make the Naive Bayes assumption of conditional independence

between the features. This gives:

E[Q | Θ] ∝ E[Q | ωo] · E[Q | ωu] · E[Q | ωh] (8)

Figure 9 shows some examples of the expected detection accuracy evaluated for se-

lected patches. In the next section, we show how this value can be used to compare

multiple image patches of the same object detection to select the best view(s) for

pedestrian verification in a real-time MCMO detection framework.

3.5 Results

We evaluated our method on the APIDIS dataset1, which contains footage from a

basketball game captured by 7 calibrated, pseudo-synchronized cameras (Figure 10).

1http://www.apidis.org/
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0.98 0.97 0.95 0.71 0.65

Figure 9: The estimated detection accuracy (Equation 8) for selected image patches.
The first patch depicts an ideal case (unoccluded, upright, and near-field). The
remaining patches show examples of slight occlusion, smaller height, moderate occlu-
sion, and non-verticality, respectively.

Figure 10: Frames from the 7 cameras in the APIDIS dataset.

The dataset contains people of similar appearance and heavy occlusions, as well as

shadows and reflections on the court. In order to compare results with other recent

work [1, 68, 32, 65], we followed the most common protocol of measuring performance

within the bounds of the left side of the basketball court, which is covered by the

most cameras. For quantitative evaluation, we used precision and recall, where a true

positive is a detection whose estimated location projected onto the ground plane is

within a person-width (50 cm) of the ground truth, a false positive is a detection

unmatched to an actual person, and a false negative is a missed detection. Figure 11

shows an example scene with two people.
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Figure 11: In this synthetic scene, two people are indicated with lines. A true posi-
tive detection (green circle) must be within 50 cm of the ground truth ground-plane
location, indicated by the circle radius. A false positive detection is indicated by a
red circle. A missed detection (false negative) is indicated by yellow.

3.5.1 Implementation Details

We set the minimum number of cameras for voxel occupancy voting, τc, to 3, and

the foreground ratio threshold, τf , to 0.25. For mean shift clustering, the bandwidth

was 45 × 45 × 180 cm. In the 3D occupancy grid, each voxel covered 10 cm3. For

change detection, our method uses a GPU implementation of adaptive background

subtraction [104].

3.5.2 Pedestrian Detector Evaluation

Our method supports most image-based pedestrian detectors. We evaluated four

commonly-used, pre-trained detectors: HOG [17], VJ, based on the Viola-Jones

cascade classifier [82], and the Dollár et al. [21] detector, trained with the INRIA

dataset [17] (DOLLAR-INRIA) and the CalTech dataset [22] (DOLLAR-CALTECH).

The Viola-Jones detector is a cascade classifier trained specifically on upper body ex-

amples [50], while the others are trained to identify full-body pedestrians. Each of

these pedestrian detectors provides a detection score, and a threshold is commonly
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applied to obtain the final result. For a set of image patches containing both pos-

itive (people) and negative (background) examples, we computed the ROC curve

across a range of thresholds for each detector and used the Area Under the Curve

(AUC) measure as a basis for comparison (Figure 12. HOG, VJ, DOLLAR-INRIA,

and DOLLAR-CALTECH achieved 0.65, 0.56, 0.60, and 0.67, respectively. Overall,

DOLLAR-CALTECH performed the best, and, unless otherwise specified, is the im-

plementation we employed for subsequent experiments. These values are much higher

than would be expected from the typical approach of pedestrian detection of sliding

windows across multiple image scales and locations. Beyond the efficiency concerns,

this approach leads to many false positives and false negatives. However, with a fixed

location and scale (i.e., an image patch corresponding to a particular 3D location),

such detectors can be quite accurate. This phenomenon was noted in a recent sur-

vey [23], which found that classifier performance on image patches is only weakly

correlated with detection performance on full images.

3.5.3 Pedestrian Verification

To evaluate the effect of pedestrian verification on MCMO detection, we imple-

mented the base detector, and performed experiments applying pedestrian verifica-

tion from multiple cameras. We tested two schemes: (1) using the top-c cameras, and

(2) selecting a variable number of cameras based on predicted accuracy. To combine

the results from multiple cameras, the c detector scores are averaged, weighted by

the expectation (Equation 8), prior to thresholding. In the variable-camera scheme,

all cameras with an EDA above .9 are included in the ensemble.
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Figure 12: ROC curves for four pedestrian detectors over a range of thresholds. For
both precision and recall, higher is better.
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Figure 13: Precision-recall curves for base detection with pedestrian verification with
DOLLAR-CALTECH (left) and HOG (right) using both fixed and variable number
of camera schemes.
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Figure 13 shows precision-recall curves for various verification schemes on the

APIDIS dataset for two pedestrian detectors (HOG and DOLLAR-CALTECH). While

increasing from c = 0 to c = 2 cameras improves the overall performance, adding a

third or fourth camera does not. This result suggests that, for this particular dataset,

there are many instances where two of the available cameras provide complementary

suitable views of a particular location, but additional viewpoints are neither helpful

and perhaps contradictory. Overall, using a variable number of cameras for each loca-

tion performed best, although the effect is more pronounced with the HOG detector

than with DOLLAR-CALTECH. On average, the variable scheme resulted in 2.56

image patches evaluated for each candidate location.

3.5.4 Comparison with Other MCMO Methods

Table 1 compares the results of our method with several recently published ap-

proaches on the APIDIS dataset. For each method, the precision, recall, F-score,

and frames-per-second (FPS) are shown. Excluding our method, the speed-accuracy

trade-off is evident across the related approaches. To the best of our knowledge,

our method using c = 2 verification cameras (base detector + verification) outper-

forms all other reported detection results on the APIDIS dataset, while performing

at real-time speeds. Note that our detection method outperfroms approaches that

also incorporate tracking. Figure 14 shows some examples from this experiment.

Precision, recall, and framerate (FPS) numbers for the other methods are taken

from results reported in the respective papers. Timing numbers, in particular, may

not be directly comparable due to differences in hardware and other implementation
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Figure 14: The top frames show examples of our method correctly identifying the
presence of multiple people (green rectangles). The bottom two frames show chal-
lenging cases where the selected pedestrian detector failed for a given patch (red
oval).
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Method Precision Recall F-Score FPS
Base detector 0.84 0.86 0.85 13.13
Base detector + verification 0.93 0.85 0.89 10.40
Alahi [1] 0.92 0.82 0.87 0.1
Peng [65] 0.90 0.84 0.87 0.33
Posseger [68] (with tracking) 0.88 0.79 0.83 4.42
POM+KSP [32, 4] (with tracking) 0.80 0.73 0.76 0.03
POM [32] 0.51 0.63 0.56 80.70

Table 1: Comparison of our method and several recent approaches using precision
and recall rate on the APIDIS dataset. POM+KSP results are taken from [68] and
POM results are from [1].

details. Our method was implemented in C++ with OpenCV and deployed on a

2.5 GHz PC with 8 GB RAM and a Tesla C2075 GPU. For the base detector with

verification, processing time is roughly 73%, 6%, and 21% for low-, medium-, and

high-level detection, respectively.

3.6 Summary

We presented a framework for multi-camera, multi-object detection. Our multi-

stage approach incorporates fast low-level detection and more accurate high-level

pedestrian detection to verify uncertain hypotheses. The method is agnostic to any

specific implementation of the base detector or verification method. This hybrid

approach was shown to be effective in experiments on a challenging dataset, achieving

state-of-the-art performance at real-time speeds. Note that while our focus in this

chapter is on MCMO detection, the method can easily be incorporated into any end-

to-end tracking system that incorporates linking detections over time. The tracking

performance of classic approaches such as, e.g., Kalman filters [5, 76], as well as more

recent data association-based tracking methods (e.g., [30, 40]), could directly benefit

from our detection scheme. In the following chapter, we present an alternate approach
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to tracking, where detection is tightly integrated into the tracking process, and show

how dynamic camera selection can be applied.



CHAPTER 4: TRACKING

4.1 Introduction

In this chapter, we apply dynamic camera selection to the problem of multi-camera

object tracking. Recent multi-camera methods have helped to overcome some of the

issues associated with object tracking, such as drift and occlusion, that arise in the

single-camera case. However, the integration of multiple cameras introduces new

challenges in terms of resource consumption (e.g., power, computing, and networking),

and algorithm complexity. Moreover, while tracking accuracy tends to increase with

the number of cameras, the potential also increases for poor measurements from

individual cameras to negatively affect aggregate tracking estimates.

Our dynamic camera selection framework balances the computational efficiency of

single-camera tracking with the power of a distributed camera network. The method

allows for more efficient use of network and computing resources, and can scale to

reduce error with the allocation of additional cameras depending on the desired trade-

off between performance and accuracy.

4.2 Related Work

Recently developed multi-camera approaches have an improved ability to mitigate

mistracking due to occlusion because of the increased likelihood of an available, un-

occluded view of the target [98]. Multi-camera methods tend to be one of two types:
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measurement correspondence approaches, where features are warped into a common

view prior to state estimation, or trajectory correspondence approaches, where state

estimates are computed independently in each view before being integrated [78].

Many measurement correspondence approaches make use of plane-to-plane trans-

formations to warp detected objects from multiple camera views to an occupancy

map in a reference plane, typically the ground plane [47]. Occlusions of the targets’

feet and shadows mistakenly classified as foreground can create problems for methods

that use the ground as a reference plane. More recent approaches [48, 19] address

these issues by finding the ground plane occupancy using homographies to planes

above and parallel to the ground plane. Most of these approaches focus on occu-

pancy rather than using template-based object tracking. This can lead to difficulty

in disambiguating nearby targets or discriminitive tracking in crowds. In [32], ground

plane foreground occupancy masks are combined with color and motion models, which

helps to address these issues.

Compared to measurement correspondence approaches, trajectory corresponce ap-

proaches tend to be less resource-intensive and more conducive to distributed pro-

cessing. One of the early methods [7] used single-camera tracking until the system

predicted the camera would no longer have a good view of the target and leveraged

epipolar geometry to select a nearby camera to take over tracking. This method

differs from ours in that our framework seeks to find the optimal subset of cameras

to track the target in every frame, rather than simply switching to a different, single

camera when necessary. More recent methods have attempted to incorporate the

tracking information from all of the cameras in the network. In [62], particle filtering
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with color-based detection is used to track a target independently in each camera.

Their system also uses epipolar geometry to reinitialize a poorly tracking camera

from a higher-scoring neighbor. In [101], single-camera detection is used to estimate

the 3D target location and these estimates are combined using the Extended Kalman

Filter. These methods differ from our proposed framework in that they aggregate

information from all available cameras rather than the best subset. In [46], utility

functions are defined that model which pair of cameras provides the optimal view

of each physical location in the environment. However, the focus is on coverage of

physical locations rather than the best view of a particular target, which can lead to

problems with multiple occluding targets.

Several hybrid methods have also been proposed that combine the measurement

and trajectory correspondence approaches. For example, one method integrates par-

ticle filter results from each camera and the ground plane in both the detection and

prediction stages by making use of “principal axes” to find reliable target intersection

at the ground plane [24]. Han et al. assign a particle filter to each camera and vary

the number of particles and relative contribution from each camera using a Gaussian

mixture model weighted based on sensor reliability [34]. These hybrid approaches

report excellent tracking results; however, like measurement corresponce methods,

these come at the price of increased computational and algorithmic complexity.

Our hybrid approach, which is more similar to the trajectory correspondence meth-

ods, allows for dynamic camera switching at each timestep and tracking from an arbi-

trary number of cameras at once. Cases such as targets entering or leaving a camera

view, target occlusion, and drift are handled automatically as the framework selects
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the best cameras to track actively at any given time based on a novel voting and

ranking scheme.

4.3 Tracking Model

In our framework, each camera performs 2D object tracking independently. We

chose to implement a particle filter-based tracker, but any number of other tracking

methods could have been selected.

4.3.1 Object Model

Objects are represented as a weighted distribution, q, of color values of the pixels

in image patch Jm,t = {m′ ∈ I | m′ is bounded by m ± 〈w, h〉}, where h and w are

the half-height and half-width of the bounding box centered at position m, I is the

image, and t is the frame number. The distribution, q, is over a quantized RGB

color space. In our experiments, we use 16 bins per color channel, which results in a

histogram of dimensionality 16×16×16 = 4096. Each pixel location, m′, is weighted

based on:

• Kernel Function: Pixels closest to the image patch center, m, are weighed more

heavily than pixels at the edge using the Epanechnikov kernel [15]:

k(m,m′) = max

[
0,

3

4

(
1−

∣∣∣∣∣∣∣∣m−m′

〈2w, 2h〉

∣∣∣∣∣∣∣∣2
)]

(9)

• Foreground Likelihood: Pixels are additionally weighted on the likelihood of

belonging to the foreground model. Let B(m′) be the background model, rep-

resented as a pixel-wise Gaussian distribution with a mean equal to the mode at

location m′ in the video sequence, and standard deviation equal to the expected
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image noise. The foreground likelihood, φ, is:

φ(m′) = 1− P [B(m′) = I(m′)]

The resulting kernel is calculated as κ(m,m′) = k(m,m′)φ(m′). We define a func-

tion u = b(m′) that maps each pixel from the target image patch into a discrete bin u

based on the pixel’s location in RGB color space. Taking these elements together, the

probability of each feature u = 1...n in the model for the target centered at location

m within the image patch Jm,t is given by:

qu(m) = C
∑

m′∈Jm,t

κ (m,m′) δ[b(m′)− u] (10)

where δ is the Kronecker delta function, and C is a normalization factor.

4.3.2 Reference Plane Transform

Each camera tracks objects using the coordinate system in a global reference plane.

For a calibrated camera, projection matrix P converts a 3D point Z = (X, Y, Z,W )T

to a 2D image location m = (x, y, w)T as m = PZ, where m and Z are expressed

as homogeneous coordinates. Denoting the jth column of P as pj, we can derive

a homography, Href =

[
p1 p2 p4 + Zrefp3

]
, which maps points on the image

plane to a plane Zref units above the ground plane along the vertical axis where Zref

is expressed in world coordinates [16]. Ground-plane homographies (Zref = 0) are

commonly used (e.g., [47, 32]); however, it has been shown that reference planes above

the ground plane can improve tracking accuracy [19]. In our model, we choose Zref

to be half the approximate height of a target. Figure 15(a) illustrates the reference
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Figure 15: Targets are tracked in a reference plane parallel to and Zref units above
the ground plane. To resize the bounding box dynamically for detection, the 3D
points representing the top and bottom of the target are projected onto the image
plane. The images in (b) and (c) show the automatically calculated bounding boxes
for the same target at different times.

plane used for tracking. Given projection matrix P and the free parameter Zref , we

define the transform, Γ, from reference coordinates, z, to image coordinates m:

Γ (z, P ) = (Href )
−1z. (11)

4.3.3 Dynamic Target Resizing

We additionally use the reference plane coordinates to resize the target bound-

ing box dynamically during tracking. Figure 15 illustrates this process for two video

frames of the same target. Given reference plane coordinates z = (x, y), we project the

3D points representing the bottom and top of the target, (x, y, 0, 1)T and (x, y, Zt, 1)T ,

respectively, to image coordinates using projection matrix P , where Zt is the approx-

imate height of the target. The difference gives us the height of the bounding box, in

image pixels, and we assume the width to be 1
3

of this value.
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4.3.4 Particle Filter Tracking

A particle filter [3] estimates a nonparametric posterior distribution of the target

object’s state represented as a set of particles. We denote the jth particle at time t as

o
(j)
t =

[
z ż

]
(12)

where z and ż are the position and velocity, respectively, of the target. At time t = 0,

the positions of the initial set of particles are manually initialized to the starting

location of the object. In the case where initial velocity estimates are not provided,

we randomly sample the velocity from a 2D, zero-mean, Gaussian distribution where

the covariance is set to be the average velocity of object motion. After object tem-

plate initialization, we iterate through prediction, detection, and resampling at each

timestep for online tracking.

4.3.5 Prediction

For each particle o
(j)
t−1 we predict the new state at time t:

z
(j)
t = z

(j)
t−1 + ż

(j)
t

ż
(j)
t = ż

(j)
t−1 + ξ

where ξ is a noise term.

4.3.6 Detection

To match two n-dimensional image patch histograms, q and p, for similarity, we

employ the Bhattacharyya coefficient [45], a measure of similarity between two dis-
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(a) (b)

Figure 16: (a) The particles for a given target are shown projected to image coordi-
nates. Each particle is scored based on the similarity of its associated image patch
with the reference template. (b) The particles form a distribution over the target’s
state, shown with respect to the reference plane.

tributions:

β(q, p) =
n∑
u=1

√
qupu (13)

Equation 13 is used to calculate the probability, ρ(q, o, P ), that the state represented

by a given particle, o
(j)
t , coincides with the reference template, qT . The position, in

reference coordinates, z
(j)
t , is converted to image coordinates using camera projection

matrix, P , and Equation 11, and the candidate object distribution, q′, is calculated

using Equation 10. The detection score, ρ, is given as:

ρ(qT , o, P ) = β (qT , q
′) (14)

For the set of particles, ot, the detection scores, ρ, are normalized to give a non-

parametric distribution of the target’s state. The state of the object, ôt, at time t is the

maximum likelihood estimate (MLE) of this posterior distribution. Figure 16 shows

an example particle distribution. To continue tracking, the particles are resampled

from this distribution to generate the set of particles for time t + 1. The prediction

and detection steps iterate on the next frame.
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4.4 Camera Coordination Model

In the standard prediction-detection paradigm for object tracking, computation is

typically dominated by the detection step, when many image locations are compared

to the target’s template. In this section, we describe our coordination model for multi-

camera object tracking, which overcomes some of the issues associated with single-

camera tracking, such as drift and occlusion, and also reduces overall computation

by minimizing the aggregate number of detection processes needed in the complete

system.

Let C = {1, 2, . . . , NC} be the set of identifiers for NC cameras in a multi-camera

network. We partition C into three subsets: active (CA), passive (CP ), and inactive

(CI) cameras. Active cameras track, as described in Section 4.3. Passive cameras are

available, but are not actively tracking, and inactive cameras either do not contain

the target within the field of view or are otherwise disabled (e.g., power saving). Our

meta-algorithm for camera coordination iterates through tracking and reassignment

steps.

4.4.1 Tracking

At time step t, for each active camera i ∈ CA, we obtain the state estimate

o
(i)
t =

[
z(i) ż(i)

]
and detection score, ρ̂(i), for the target. Each camera j ∈ (CA∪CP )

evaluates the target state estimates, {ô(i)t }, identified by the active cameras and re-

turns detection scores ρ
(i)
j . In the case of multiple active cameras (|CA| > 1), we

determine an aggregate state estimate using a simple voting scheme. Each camera, j,

selects the state estimate from active camera i with the highest value of ρ
(i)
j . The state
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estimate with the highest number of votes is selected as the network’s estimate for

time step t. This voting approach differs from previous multi-camera methods [62, 57]

that directly compare detection scores across cameras.

4.4.2 Reassignment

After tracking in frame t, cameras are reassigned to the active, passive, or inactive

sets for frame t+ 1. Cameras whose state estimate indicates the object is out of the

field of view or are otherwise disabled are labeled as inactive. Using a preference

function, we rank the remaining cameras. This function could incorporate multiple

factors, such as power remaining, long-term camera reliability, or priors from an

environment model. In our experiments, we evaluate two preference functions. The

first uses the detection scores as direct measures of tracking confidence. The second

approach relies on the relative change in detection score. Due to differing color

calibration, the size of the target in the frame, or occlusions in the scene, raw detection

scores may not be meaningful between cameras. As an alternative, we also evaluated

the relative change in detection score, (ρt−ρt−1)/ρt−1, as a preference function. Based

on the preference function, the top T cameras become active, and the remaining are

passive.

We iterate through these two steps, tracking and reassignment, for each frame of

the video. In the tracking step, the computation savings arise for inactive and passive

cameras. Rather than evaluating a large number of locations in the detection step

(typically hundreds using particle filters), only a few locations (those returned by

the active cameras) need to be evaluated. This savings would be realized not only
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Number of Target Occlusion
Scenario Frames Acceleration Severity

1 420 Medium Medium
2 200 Low High
3 250 High Low

Table 2: Description of the three test scenarios.

for particle filter tracking, but for any tracker using the prediction-detection model.

In the next section, we show how this coordination method improves tracking on a

challenging data set.

4.5 Results

To test our method, we used the APIDIS dataset (Section 3.5). We selected three

tracking scenarios (summarized in Table 2), which contain a mix of sudden target

acceleration, difficult occlusions across multiple cameras, and instances of the target

exiting the view of one camera and entering another.

4.5.1 Single-Camera Tracking

As a baseline, we performed single-camera tracking (as described in Section 4.3)

using 200 particles per camera for tracking. The error metric is the distance on the

reference plane from the target’s estimated position to the ground truth position.

Figure 17 shows the mean tracking error for three different cameras. (Only cameras

2, 3, and 5 contain a view of the target for the duration of the tracking experiment.)

Error is measured in feet on the ground plane. The high error values (i.e., mean

error greater than 3 feet) usually indicate the tracker became “lost” and the target

was completely mistracked. For scenarios 1 and 3, the best-performing individual

cameras (3 and 5, respectively) were able to track the target successfully. So, even in
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Figure 17: Mean single-camera error for each scenario.

cases of high target acceleration or moderate occlusion, the base tracker can perform

well. However, for scenario 2, no individual camera was able to successfully track the

target due to an occlusion with multiple players in the same area.

4.5.2 Coordinated Tracking

We tested our multi-camera coordinated model using up to four active cameras.2

For reassignment, we evaluated the two strategies described in Section 4.4, which

we call Score and RelScore. As with the single-camera experiments, each active

camera used 200 particles for tracking. Figure 18 shows the mean error for the Score

coordination scheme over the same three scenarios from the APIDIS data. Figure 19

shows the mean error for RelScore. Both multi-camera approaches outperformed the

individual cameras.

The first method, Score, which uses the raw detection scores as the preference

2Even though the network contains seven cameras, a single object often does not appear in more
than four camera views.
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Figure 18: Mean multi-camera error for each scenario using the Score method for
varying number of active cameras.
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Figure 19: Mean multi-camera error for each scenario using the RelScore method for
varying number of active cameras.
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function performs poorly in the case of a single active camera (T = 1), where the

target is mistracked in 2 of the scenarios. This method is particularly vulnerable

to a single high-scoring camera dominating the rankings. This effect appears to be

mitigated at T = 2, even though the target is still mistracked in Scenario 2. With T ≥

3, the target in each scenario is successfully tracked, however with higher error rates

than the RelScore approach. The second multi-camera method, RelScore, performed

the best out of the three tracking methods. Even with a single active camera (T = 1),

the method is able successfully track the target in all three scenarios, and error

generally decreases as successive cameras are added. Over all the experiments, the

RelScore scheme achieved a mean error of 1.00, compared to 3.58 and 14.10 for the

Score and single-camera methods, respectively. Figure 20 illustrates how the system

switches among cameras with T = 2 active cameras over scenario 2. Figures 21 and

22 show our method handling situations of mistracking and occlusion, respectively.

4.5.3 Computational Load

To measure the computational load of our approach, we focus on what is typically

the most computationally expensive step in tracking, evaluating a candidate location.

In particle filter tracking, this step occurs once for each particle in each frame. In

our approach, the number of evaluations is reduced, as only active cameras evaluate

all of the particles, and non-active cameras perform just T evaluations, where T is

the number of active cameras. For the multi-camera case with a single active camera

(T = 1) and 200 particles for tracking, 206 detections are carried out per frame, a

reduction of 85% of the computational effort compared to when all the cameras track
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Active Passive Inactive 

Figure 20: This timeline depicts the state of each camera for tracking an object using
T = 2 active cameras.
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Figure 21: Cooperative camera switching for three cameras. In the top row (frame
491), camera 3 has drifted. In the bottom row (frame 492), camera 5 becomes active,
and camera 3 reinitializes using the estimates from the best cameras.
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Figure 22: Pre-occlusion (frame 371), cameras 3 and 6 are active. During the occlusion
(frame 382), camera 2 maintains a good view of the target and becomes active. Post-
occlusion (frame 392), cameras 3 and 6 become active again.

independently, which is the approach taken with typical trajectory correspondence

tracking methods. While adding active cameras increases the computational load,

this number can be selected to balance the tradeoff between efficiency and tracking

accuracy.

4.6 Summary

We have presented a coordination framework for object tracking in multi-camera

networks. The main contribution lies in the coordination model, which allocates

resources dynamically to the best cameras at each time step. We introduced a voting

scheme to aggregate multiple tracking estimates and a flexible preference function for

dynamically switching between cameras. In contrast to typical approaches to multi-

camera tracking, which aggregate data from all available sensors, our method reduces
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resource requirements, making it suitable for real-time application.



CHAPTER 5: POSE ESTIMATION

5.1 Introduction

Human pose estimation is a key step in automated human behavior understanding

from video. Specifically, in this chapter, we focus on head pose estimation. Head

pose provides cues to a subject’s attention and focus, which can be important for

applications in surveillance, marketing, and HCI. Multi-camera networks are well-

suited to support these applications; however, in the most common deployments,

cameras observe a wide field-of-view, and a person occupies a small area of image,

with heads sometimes as small as 20 pixels. In addition, the motion of people in the

scene introduces challenges due to changes in scale and perspective.

In this chapter, we propose a computationally efficient method for head pose esti-

mation in multi-camera networks that allows for an explicit trade-off between speed

and accuracy. Our approach is based on an ensemble of exemplars, which can be used

to build a strong predictor using relatively simple features. Finally, we introduce a

dynamic camera selection scheme, which allows the system to use the prediction from

fewer cameras in easy cases (e.g., large faces, visible facial features) and more cam-

eras in cases of ambiguity. Our main contributions are (1) providing fine-grained

predictions of head pose angles, (2) adapting exemplar classification to perform re-

gression for the problem of head pose estimation, and (3) dynamic camera selection
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Figure 23: In multi-camera networks, head pose estimation can support applications
in surveillance, marketing and HCI. Our method uses an ensemble of exemplars to
provide finer-grained predictions than previous approaches.

for computational efficiency.

5.2 Related Work

Head pose estimation is often used as a proxy for gaze estimation [60]. In the

cases where facial features are readily identifiable from images, gaze direction can

be estimated directly via eye detection and pupil tracking [35]. At medium-scale

resolutions, some approaches rely on locating salient features such as the eyes, ears,

and nose [103]. Several recent efforts have sought to estimate head pose relative to

a single camera from low-resolution images. One approach introduced a descriptor

based on Kullback-Leibler distance applied to facial appearance [63]. Tosato et al.

describe a new feature descriptor (ARCO) targeted at vision tasks in low-resolution

images [79].
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For the multi-camera setting, approaches tend to fall into one of several cate-

gories. Some work has investigated synthesizing 3D head shapes, e.g., ellipsoids [8] or

spheres [94]. These methods tend to be computationally expensive and require many

cameras. Other methods concatenate images from network cameras to learn a single

discriminative function [44]. The most common approach applies existing monocular

head pose techniques separately to individual views, computing relative pose (or a

probability distribution of relative pose) for each camera and combining to compute

the absolute pose estimate [84, 99, 59]. Our approach is most similar to these in style,

but, unlike these methods, is applicable to the case of moving targets.

Some recent work has specifically addressed head pose estimation of moving people

in wide-field-of-view, multi-camera settings. Yan et al. proposed a multi-task learning

scheme to model how head appearance changes with respect to position within an

environment [96, 97]. Other methods have incorporated transfer learning to leverage

information from datasets with stationary people [69]. These approaches treat head

pose estimation as a classification task and provide coarse predictions of head pose

as one of a small number of pre-defined directions. Our method is designed for

continuous pose estimation for moving people in low-resolution images. Further,

it has low computational requirements, necessitating neither complex features nor

expensive 3D model fitting.

5.3 Method

The focus of this chapter is to estimate the head pan (azimuth) and tilt (eleva-

tion) angles with respect to a global coordinate system in calibrated, multi-camera
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Figure 24: For joint localization and pose estimation, multiple patches are evaluated
at each camera. The highest-scoring detection is shown in green.

networks. This is normally one step in a pipeline that includes detection and track-

ing, so we assume that the target has been localized (e.g., bounding box in each

camera). This leaves the problems of head localization and pose estimation. Previ-

ous approaches consider these two issues separately and often employ computation-

ally expensive methods for head localization [69]. In this section, we describe our

computationally-efficient, joint approach to head localization and pose estimation

from a single camera, and also the aggregation scheme for multi-camera networks.

5.3.1 Single-Camera Head Pose Estimation

Previous work has shown that most features used for head pose estimation are

sensitive to localization, especially in the case where the targets move freely [97].

Given a tracked target in a multi-camera network, a rough localization of the head

can be obtained using simple rules (e.g., top third of of the target’s bounding box).

We use a sliding window approach, as shown in Figure 24, for evaluating multiple

locations and a prediction scheme that provides a confidence level associated with the

prediction.
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Figure 25: (Left) Most learning methods fit a global model to the training data.
(Right) Exemplar SVMs learn local models centered on individual exemplars. The
ensemble of the local learners represents a complex prediction model.

Exemplar SVM

For joint localization and estimation, we propose the use of an ensemble of exemplar

SVMs (ESVM), which has been previously applied to object detection [55], tattoo

recognition [91], and place recognition [20]. Figure 25 provides a visual overview of

ESVM, where local detectors are trained using a single (positive) exemplar. Figure 26

shows positive and negative image patches for the problem of head pose estimation,

where negative examples are gathered from images of the scene with no people present.

Each local model can be considered as a binary classifier for the metadata (e.g., head

pose angle) associated with the training exemplar.

It is necessary to calibrate the predictions of the local models in order to obtain

output values that can be directly compared as confidence values of a query matching

the local models. Calibration requires a separate training stage, using only labeled

image patches containing heads. For each exemplar, positive examples are those
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Figure 26: Exemplar SVM models are trained using a single positive training example
(left) and many negative examples (right).

patches for which the labels ”match” and the remaining are negative. For example,

in the case of head pan angle estimation, positive examples would correspond to image

patches with pan angles within a specified threshold of the exemplar. As shown in

Figure 27, calibration has the effect of dampening the output of less reliable detectors,

while amplifying those that generalize better. Platt scaling [66] is used to convert the

raw SVM output of the post-calibration model to a probability value, which can be

used as a detector confidence value. Figure 28 shows the top 5 exemplar detections

for a query image before and after calibration.

Single-Camera Algorithm

Let D represent the set of NE trained exemplar detectors, as described above. Each

detector, Di, is associated with the label, yi, of the corresponding exemplar, and a

scoring function, ωi(·), that returns the Platt-scaled probability for a query example,

xq. A query example, xq, corresponds to the feature representation for an image
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(a) Pre-calibration (b) Post-calibration

Figure 27: For an ensemble of exemplars, calibration has the effect of dampening the
output of less reliable detectors, while amplifying those that generalize better.

Query 

-0.35 -0.45 -0.46 -0.48 -0.48 

1.00 0.94 0.82 0.75 0.43 

Figure 28: For a query example (left), the top-scoring exemplars are shown before
(top) and after (bottom) calibration.



51

1.00 0.94 0.82 0.75 0.43 Query 

-135

-90

-45

0

45

90

135

180

y
-150 -100 -50 0 50 100 150

p(
y|

x)
0

0.002

0.004

0.006

0.008

0.01

0.012

0.014

0.016

0.018

Figure 29: A query image and the top scoring exemplars are shown (top). The radial
plot (bottom-left) shows the predicted pan angle and detector score for each of the
corresponding exemplars. The individual pose angle estimates are combined into an
ensemble estimate, represented as a PDF over the range of pan angles (bottom-right).

patch extracted from a roughly localized image window.

For each query in the search area, we obtain the top NS scoring detectors. The

query with the best matches to head pose exemplars is retained as the head location

prediction. To predict the head orientation at this location, we consider each of the

top matching detectors as a noisy predictor of the query label, yq, and model the

ensemble prediction using a Mixture of Gaussians model. The contribution of each

detector, Di, is represented by a Gaussian with mean µ = yi and standard deviation

σ = 1
αωi(xq)

, where α is a scaling parameter. Figure 29 shows an example of predicting

the head pan angle of a query image using this approach.



52

5.3.2 Multi-Camera Head Pose Estimation

In a multi-camera network, predictions from multiple cameras can be aggregated

by multiplying the resulting probability density functions from each camera. For

clarity, all references to direction-based predictions are assumed to be from a global

coordinate frame. Figure 30 shows an example of multi-camera prediction of head

pan angle. This example is representative of the typical case where cameras that

observe the front of the target’s face provide more confident predictions. For the

multi-camera system, the final prediction can be taken as the mode of the combined

PDF.

The observation that certain viewpoints in a multi-camera setting are preferable

motivates our approach for dynamic camera selection. Rather than aggregating the

predictions from all the cameras in the network at once, we sequentially incorpo-

rate single-camera predictions until sufficient confidence is achieved. To estimate the

number of cameras to sequentially sample to make a prediction, we incorporate the

multi-class sequential probability ratio test of Davis and Tyagi [18].

To apply the ratio test, we discretize the probability density function p(y|x) of the

per-camera prediction. For a discretized label, y, the ratio is defined as:

r(y|x1:c) =
P (y|x1:c)∑
y′ 6=y P (y′|x1:c)

(15)

where x1:c denotes the input from a sequence of c cameras. The class conditional

probabilities, P (y|x1:c), are estimated using the Naive Bayes and uniform priors as-
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Figure 30: (Top) For the query image from each view, the top-scoring exemplar
estimates are used to compute probabilistic predictions, which are combined to give
the system prediction (bottom).

sumptions:

P (y|x1:c) = P (y|x1:c−1)P (y|xc) (16)

A prediction is made for a class when the ratio is greater than a user-specified

threshold, τr. A ratio greater than 1 indicates that the probability for a particular

class is greater than the sum of the other choices.



54

5.3.3 Method Summary

Our method generalizes an efficient single-camera algorithm for head pose estima-

tion to the multi-camera setting. It is applicable to a wide variety of multi-camera

configurations, and, with dynamic camera selection, the computational efficiency does

not necessarily grow with the number of cameras in the network. In the next section,

we evaluate our approach on a benchmark dataset.

5.4 Results

We evaluate our method on DPOSE [44], a publicly-available dataset for multi-

camera head pose estimation, consisting of over 50,000 frames of 16 moving people

captured by 4 calibrated, synchronized cameras. Figure 31 shows example frames

from DPOSE, with a zoomed-in crop of the localized head region.

5.4.1 Exemplar Head Pose Learning

Targets are tracked using a multi-camera tracking algorithm that estimates a 3D

bounding cube for each target [74]. The initial head search area and window size is

based on the projected size of the target in a camera. From each rough localization

image patch, square image patches are extracted and scaled to 70 x 70 pixels and

represented using HOG features [17] with 7x7 cells and the 31-dimensional descriptor

of Felzenszwalb et al. [31]. For ESVM learning, training and validation examples

are randomly selected from DPOSE. For each training example, an exemplar model

is trained. Negative examples are extracted from background images of the scene

known not to contain people. Each exemplar model is calibrated using the validation
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Figure 31: The DPOSE dataset consists of labeled images from multiple people ob-
served by four cameras.

examples. For head pose angle estimation, examples where the angle difference be-

tween exemplar and validation example is less than 10 degrees are taken as positives,

and those greater than 90 degrees are negatives. Figure 32 shows the top matching

exemplars for sample query examples from DPOSE.

5.4.2 Head Pose Estimation

Our approach provides real-valued predictions for both pan and tilt angles. To the

best of our knowledge, no previous work has reported real-valued predictions on the

DPOSE dataset for the problem of head pose estimation in multi-camera networks.

Here, we compare several variants of our method:

• Single-camera (SC) is the baseline approach, evaluated per-camera.
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Figure 32: For the image patch from each camera (column 1), the top scoring exem-
plars are shown.

• Best-camera (BC) applies SC to each camera and returns the highest-confidence

estimate.

• All-cameras (AC) applies SC to each camera and aggregates the predictions.

• Variable-cameras (VC) incorporates our dynamic camera selection scheme.

Each method used the same ensemble of exemplars. Two sets of head pose patches

were used to train the models, 960 examples each for training and validation. The

scaling constant, α = 0.05 and the number of top-scoring exemplars, NS = 25. In

practice, our algorithm is robust to a range of values for these parameters. Figure 33

shows the results for head pose localization on DPOSE reported as the mean abso-

lute error of the prediction compared to the provided ground truth over 1000 testing

examples, averaged over 5 trials. The multi-camera methods (AC and VC) outper-
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Figure 33: Mean absolute error for head pan and tilt angle estimation.

formed the single-camera methods (SC and BC), with the dynamic camera selection

scheme (VC) performing comparably to the all-cameras (AC), with less computation.

Figure 34 shows example predictions from our VC method.

For the variable-cameras (VC) method, the confidence threshold serves as a tunable

parameter that changes the behavior from the single-camera to all-cameras paradigms.

As such, pose estimation error decreases and the number of cameras sampled increases

as the confidence threshold increases. Figure 35 shows these trends for head pan angle

estimation with DPOSE. In our experiments, we set the variable camera threshold,

τr = 1.0.

5.4.3 Discrete Head Pose Classification

Previous methods that have used DPOSE have only provided predictions for head

pan angle into one of eight 45◦ bins. To compare our results to recent related work,
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Figure 34: Head pan angle predictions from our VC method for selected DPOSE
image patches. Ground truth is shown in green, VC estimate in black.
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Table 3: Discrete head pose classification accuracy.

Method Accuracy
Ours 85.22%
Yan 2013 86.10%
Yan 2014 (HOG) 80.00%
Yan 2014 (HOG+KL) 87.00%

we follow the ensemble exemplar learning approach previously described with the

modification that the label associated with each exemplar corresponds to one of 8

classes rather than the provided real-value ground truth. We follow the same experi-

mental protocol as other recent work [97]. For training, the scene is divided into four

quadrants and 30 training examples are randomly selected from each region for each

of 8 quantized head poses. Results are averaged over 5 trials.

While our method was designed to provide precise real-valued predictions of head

pose, it is competitive with the state of the art for the discrete classification task.

Figure 36 shows example results from our method for this discrete prediction task.

Closer inspection of the results shows that most of the errors in our variable-camera

approach tend to lie within one discrete bin of the true pose. Since our method on

this data achieves a mean absolute error of 8.59 degrees, it is likely that some portion

of the misclassifications are due to quantization artifacts at the boundaries of the

artificially-defined classes. Figure 37 shows the confusion matrix for the variable-

camera pan classification experiment. Each row represents the true pose angle, and

each column the angle predicted by our method. The diagonal banding illustrates

the tendency of errors to fall in neighboring classes.
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Figure 36: For each image patch, the ground truth class is shown in green. An
incorrect classification is shown in red.
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Figure 37: Confusion matrix for discrete pan angle classification on DPOSE.
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5.5 Summary

In this chapter, we described a novel approach for head pose estimation designed for

multi-camera networks. Our framework is robust to low-resolution images, poorly lo-

calized bounding boxes, and appearance changes induced by changing person location

in the scene. The computational requirements are also modest due to the use of inex-

pensive features and fast linear classifiers. In addition, we described a variable-camera

scheme to dynamically select a subset of the available cameras for pose estimation,

allowing for explicit trade-off between efficiency and accuracy. Experiments on a

benchmark dataset show that our approach provides discrete classification accuracy

on par with the state-of-the-art.



CHAPTER 6: ACTION RECOGNITION

6.1 Introduction

In this chapter, we apply dynamic camera selection to multi-camera action recog-

nition, with the goal of predicting the class of an observed action sequence within a

distributed camera network. Our method is based on the observation that certain hu-

man poses, keyposes, are highly discriminative and can provide much of the evidence

needed for a prediction by the system. This observation is not new; Schindler and

Van Gool [71] framed the problem of action recognition as detecting poses that are

highly predictive for particular action classes. We call such poses class-discriminative.

Our work extends this observation to shift-discriminative poses. Shift-discriminative

poses are not predictive of a particular class, but indicate potential ambiguity is im-

minent from the current viewpoint and a view-shift is necessary. Figure 38 shows

an example containing both types of discriminative poses where a view-shift leads

to a view containing a class-discriminative pose. The addition of shift-discriminative

poses extends the utility of class-discriminative poses to the multi-camera setting.

Our approach to view-shift learning facilitates multi-camera action recognition that

dynamically selects a single camera for use at each time step. The method casts

view-shift learning as a Markov decision process and employs reinforcement learning

to estimate the utility of the available viewpoints in a distributed camera network for



63

View-shift 

Camera 

2 3 4 1 

Time 

Figure 38: Our method learns if a pose represents potential future ambiguity (top) and
which available viewpoints will facilitate disambiguation (bottom). For this “drink-
ing” example, the active camera is changed via a learned view-shift to a new view
with a more discriminative pose.

human action recognition. Our approach does not require the camera configuration

to be the same in training and testing and is applicable to both batch and online

recognition. We compare our view-shift method with recent multi-camera approaches

and show that it is comparable to the state of the art on two standard benchmark

datasets in terms of recognition accuracy, but with greatly reduced computational

effort.

6.2 Related Work

There has been extensive work in human action recognition from video; see [67, 90]

for recent surveys. Our focus in on multi-camera action recognition in indoor environ-

ments. Methods designed for these scenarios often must balance the gains in accuracy

from computationally expensive inference schemes with the costs in efficiency. In this
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section, we organize the related approaches based upon the explicit use of 3D models

and/or information from all of the cameras in the network.

6.2.1 4D Recognition

One approach in multi-camera networks is to make use of multi-view geometry to

explicitly construct 3D models and solve 4D (3D plus time) recognition problems;

several recent methods follow this general approach. Motion history volumes (MHV)

encode a person’s spatial and temporal motion using the circular Fast Fourier Trans-

form [89]. Turaga et al. incorporate MHV in a manifold-learning-based scheme [81].

These methods are computationally expensive, requiring, in addition to models con-

structed during training, dynamic construction of models from multi-camera input

during testing. Some methods construct 3D models during training, but not testing.

In [87], 3D silhouette-based exemplars are learned and matched to 2D observations

with model projections. Yan et al. [95] construct 4D models and perform recognition

by back projecting 2D features. While these methods require less computational ex-

pense at test time than approaches that construct 3D models for both training and

recognition, they still incur significant overhead due to the size of the search space to

fit model parameters [88].

6.2.2 Multi-View Recognition without 3D models

Other approaches, rather than explicitly constructing 3D models, use a set of 2D

image views with some aggregation scheme. Many methods simply extend single-view

algorithms by, for example, concatenating features from multiple cameras (e.g., [93,

13, 75]) or using voting schemes among the cameras in the network [53, 64, 102].
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Rather than extending single-view methods to camera networks, some approaches

present new features designed for the multi-view setting. Souvenir and Babbs in-

troduce a manifold-based model to estimate how observed 2D features change as a

function of viewpoint [73]. Farhadi et al. define discriminative aspect to encode how

actions look different from different perspectives [29]. In general, these approaches

tend to be computationally more efficient than the 4D methods, but still require

computation to occur for each camera in the network in addition to the cost of ag-

gregation. Our approach neither fits 3D models nor requires computation at each

camera per target at test time. Our approach learns to select the single best view for

recognition dynamically.

Our method, which does not require expensive fitting of 3D model parameters,

nor computation of features in multiple cameras at each time step, achieves similar

accuracy to existing multi-view methods with greatly reduced computational expense

by dynamically selecting the best view for the next frame. In the next section, we

describe our approach to view selection based on predicted future ambiguity.

6.3 Method

Our action recognition method is designed for systems of calibrated cameras. In

particular, we consider architectures with peer camera nodes, where for a given target,

there is an active camera for detection and tracking, and the remaining cameras are

passive (with respect to a particular target). The initial designation can be fixed,

where a particular camera is active for targets in a specified region, or dynamic, e.g.,

the active camera is selected to track a target [85]. In either case, passive views are
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Figure 39: Keyposes are learned by clustering the feature descriptors for each frame
in the training set. Some clusters (left) are heterogeneous and include poses from
multiple classes. Homogeneous clusters (right) represent class-discriminative keyposes
and contain primarily examples from the same class.

represented by their relative offset from the active camera.

Under this model, each camera performs single-view recognition independently.

There is a large amount of work in the area of image and video feature representa-

tions for human activity (e.g., temporal templates [6], STIP [51], HOG3D [49], Motion

Context [80]); our approach is not specific to a particular feature representation. We

follow the common approach (e.g., [11, 53, 80, 100]) of feature quantization to learn

a dictionary of keyposes. As illustrated in Figure 39, for most modern feature rep-

resentations and reasonable quantization schemes, certain clusters will correspond to

class-discriminative keyposes, namely when the component elements from the cluster

are mainly from a single class. Certain neutral or ambiguous poses, however, may be

shared among multiple actions. Our model seeks to learn if these keyposes are shift-
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Figure 40: An action sequence captured by five cameras is shown with each frame’s
quantized keypose indicated by intensity. Class-discriminative keyposes are indicated
with a green box.

discriminative for a view-shift to a new active camera in the network, with the goal

of correctly predicting the action. In this section, we describe our keypose learning

(§6.3.1), training (§6.3.2) and recognition (§6.3.3) steps.

6.3.1 Keypose Learning

The training input is a set of synchronized image streams, I = {I1, I2, . . . , INC
}

from NC different cameras. Each stream, Ij = {Ij,1, Ij,2, . . . , Ij,NF
}, consists of NF

frames and could include example actions from a variety of actors and relative posi-

tions. Let {yt} represent the associated class labels for each time step, t.

The first step is to extract features for each frame and learn a keypose dictionary.

Let X = {x1, . . . , xNK
} represent the learned dictionary of keyposes where NK is the

user-specified dictionary size.

The class-discriminative power of each keypose is estimated by the distribution
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P (xi | y), which is computed from the training data using Laplace smoothing:

P (xi | y) =
ND + 1

NA +NK

(17)

where NA is the total number of training frames with label y and ND is the size

of the subset of those frames assigned to keypose xi. A keypose, xi, is considered

class-discriminative if the correct label, y∗, is most likely, i.e., argmax
y′

P (xi | y′) = y∗.

Figure 40 shows a diagram representing typical input. Each frame of each camera

stream is matched to a keypose, represented by the intensity in the figure. The class-

discriminative keyposes, i.e., the ones most likely to lead to correct classification, are

boxed in green. In this example, cameras 1, 3, and 4 each contain class-discriminative

keyposes and would likely lead to a correct classification in a single-view setting.

Conversely, cameras 2 and 5 see no such poses. Our goal is to learn when to view-

shift from viewpoints with potential ambiguity (e.g., 2 and 5, in this example) to

viewpoints with a higher likelihood of observing class-discriminative poses.

6.3.2 Learning View-Shifts

For a given target, the positions of the cameras in a network can be described by

a half-sphere centered on the target. A view-shift is a change of viewpoint based on

a relative offset around the viewsphere. The possible view-shifts are determined by

the physical location of the cameras relative to the target. To facilitate learning, the

half-sphere and, hence, view-shifts, are discretized into a fixed number of azimuth and

elevation offsets. Let Lm and Ln be the discretized location of two cameras (possibly

the same camera) in the network, represented in (cyclic) azimuth and elevation. The
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Figure 41: Each bin represents a discretized portion of the viewsphere for a particular
target; in this case, there are 10 azimuth and 2 elevation bins. The red circles indicate
cameras, and the arrows represent viewshifts. Both arrows indicate the same view-
shift: 〈+3,−1〉. Relative view-shifts allow our method to learn the utility of view-
shifts to viewpoints unavailable during training.

view-shift between cameras is ~v = Ln − Lm. The view-shift 〈0, 0〉 represents main-

taining the current view, while 〈+1,−1〉, represents shifting to a camera one offset

around (azimuth) and one offset up (elevation) the view-sphere. Figure 41 shows an

example configuration where the view-sphere has been divided into two elevation and

ten azimuth bins with 5 cameras indicated as circles within the corresponding bin.

For NC = 5 cameras, there are at most 20 (NC × (NC − 1)) possible view-shifts. The

actual number of potential view-shifts is often lower as there are shared view-shifts.

For example, in Figure 41, the view- shift 〈+1, 0〉 describes both the shift from camera

2 to camera 1 and camera 4 to camera 3. Because the view-shifts are relative, and

not tied to absolute camera locations, the approach is not specific to any particular

camera network configuration.

View-shift learning can be framed as a Markov Decision Process (MDP) where

the goal is to maximize the expected reward (correct classification) by taking actions

(view-shifting) given an observed keypose. Decisions are drawn from the available

view-shifts (including maintaining the current view).

Reinforcement Learning (RL) provides an efficient approach to solving MDP prob-

lems. We apply the Q-learning algorithm [86] to learn the state-action value function,
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Q(x,~v), which encodes the value of applying view-shift, ~v, after observing keypose x.

The Q-learning algorithm iteratively approximates Q(x,~v) over a series of episodes.

For an observed keypose in the sequence, Q can be updated:

Q(x,~v)← (1− η)Q(x,~v) + η

[
Λ(x′, ~v, y∗) + γmax

~v′
Q(x′, ~v′)

]
(18)

where η is the learning rate, Λ is the immediate reward function, x′ is the keypose

observed after view-shift ~v, and y∗ is the correct label for the training sample. Reward

allocation is based on whether the next keypose in the sequence is class-discriminative,

with a small penalty for view-shifting. We allocate rewards as follows:

Λ(x,~v, y∗) = Ψ(~v) +


+1 if argmax

y′
P (x | y′) = y∗

−1 otherwise

(19)

where the view-shift penalty, Ψ(~v) = −0.1 if ~v 6= 〈0, 0〉. So, we provide a positive

reward when the most likely class for the keypose, given by the distribution, P (x | y′),

is the correct class, y∗, and a negative reward otherwise (i.e., the frame is misclassifed

). Figure 42 shows examples of two frames captured from different views and the class

probability distributions, P (x | y), for each frame with the correct class highlighted

in green. Based on the scoring scheme, in both cases, the pose on the right (boxed

in green) represents a positive reward and that on the left (boxed in red) represents

a negative reward.

The training process continues until the values for Q(x,~v) converge. Pseudocode

for the training phase is provided in Algorithm 1.
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Figure 42: Examples of kicking (left) and waving (right) frames captured from two
different views and the class probability distributions for each frame with the correct
class highlighted in green. In our reinforcement learning method, the frames boxed
in green would trigger a positive reward and the red-boxed frames would trigger a
negative reward.

Algorithm 1: View-shift Value Learning

Input: Synchronized image sequences, I; frame labels, {yi}; number of
keyposes, NK ; discretized camera locations, {Lm}

Output: State-value function, Q(x,~v); keypose dictionary, X
1 Learn keypose dictionary, X ← {x1, . . . , xNK

}
2 For each xi, calculate P (xi | y) (Equation 17)
3 Initialize Q(x,~v) with random values drawn from (0, 1)
4 while not converged do
5 Randomly select time, t, and camera, c
6 Get keypose, xi, for frame, Ic,t
7 foreach camera location, Lm do
8 Compute view-shift, ~v = Lc − Lm
9 Compute reward, Λ(xi, ~v, yt) (Equation 19)

10 Update Q(xi, ~v) (Equation 18)

11 end

12 end
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1. Input 
frame

2. Cluster 
(Keypose)

3. View-shift 
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Figure 43: For recognition, a frame’s assigned keypose is used to predict the value
associated with each possible view-shift. The best view-shift leading to an available
camera in the network is selected for viewing the next frame.

6.3.3 Recognition

For recognition, we assume that each target is currently associated with a primary

camera, so the initial viewpoint might be any camera in the system. For each observed

frame in a sequence, features are calculated and quantized to the nearest keypose,

which is used to determine the camera that will capture the next frame (Figure 43).

Similarly to [80], for a sequence of keyposes, S = {st}, we compute the posterior

probabilities, P (y | S), using a frame-wise approach with the Naive Bayes and uniform

priors assumptions:

P (y | S) ∝
∑
t

logP (st | y). (20)

For recognition, the final prediction for sequence, S, is the class label, ŷ, that maxi-

mizes the posterior probability:

ŷ = argmax
y′

∑
t

logP (st | y′) (21)

It is worth noting that, in our framework, a “sequence” consists of a single keypose at

a time; however, different views may be used as a result of view-shifting (Figure 44).
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Camera 3 

PDF 

Figure 44: In this waving sequence, frames from the currently active camera are
shown in color, while the other frames are not processed by the method.

So, during the recognition phase, the keypose both serves to provide evidence for the

prediction and also drives dynamic selection of a potential view-shift using the learned

Q-table values for the viewpoints available during recognition. The selected view-shift

determines which camera will be used to view the next frame in the sequence. The

details of the algorithm are given in Algorithm 2. The final prediction can be based

on either time- or confidence-based thresholds.

6.4 Results

In this section, we describe several different action recognition experiments per-

formed to evaluate our framework. All of the methods were implemented in Matlab

on a standard PC. We evaluated our approach on two widely-used multi-view hu-
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Algorithm 2: Dynamic View-shift Recognition

Input: Synchronized image sequences, I; keyposes, X; state-value function,
Q(x,~v); discretized camera locations, {Lm}

Output: Predicted label, ŷ
1 Let a ≡ index of active camera
2 Let current time, t = 1
3 while not yet classified do
4 Get keypose, xi, for frame, Ia,t
5 Update classification posterior (Equation 21)
6 Perform (potential) view-shift: a← argmax

j
Q(xi, Lj − La)

7 t← t+ 1

8 end

man action recognition datasets: i3DPost [33] and INRIA Xmas Motion Acquisition

Sequences (IXMAS) [89]. i3DPost consists of 8 people each performing 10 actions:

walk, run, jump forward, bend, hand wave, jump in place, sit-stand, run-fall, walk-sit,

and run-jump-walk. IXMAS contains 10 actors performing 11 actions (check watch,

cross arms, scratch head, sit down, stand up, turn around, walk, wave, punch, kick,

and pickup) 3 times each. Example frames from the datasets are shown in Figure 45.

6.4.1 Implementation Details

Our approach can be applied to any frame-based feature descriptor; these exper-

iments use the Motion Context descriptor [80], which represents the distribution of

occupancy and x− and y− components of optic flow in a bounding box surround-

ing the object of interest combined with a low-dimensional projection of the feature

vectors for neighboring frames.
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Figure 45: Example frames from the i3DPost (top) and IXMAS (bottom) data sets.

Camera Configuration

For view-shift learning, the view half-sphere is divided into discrete bins covering

vertical (elevation) and horizontal (azimuth) shifts. For i3DPost, the 8 cameras are

situated at the same elevation at 45-degree azimuth intervals. For this configuration,

we discretize the view-sphere into 8 bins for azimuth. IXMAS consists of five cameras.

Four of the cameras are at similar elevations, and one is nearly overhead. For this

configuration, we discretize the view-sphere into two bins for elevation and 10 for

azimuth, as shown in Figure 46. This results in 30 possible viewshifts: 10 for clockwise

shifts in azimuth, and 3 for elevation {+1, 0,−1}.

Keypose Learning

In Section 6.3, we described how a keypose dictionary is used in both training and

recognition. There are a number of approaches for dictionary learning in this context;
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Figure 46: For the 5-camera IXMAS dataset, this diagram shows the location of each
of the cameras (red circles) on the discretized view half-sphere.

we evaluated three: k-means (KM), Submodular Dictionary Learning (SDL) [43],

and per-class k-means (PCKM). KM is the most basic approach to unsupervised

dictionary learning (e.g., [29]). SDL is a recently-developed supervised dictionary

learning method that optimizes cluster compactness, element similarity, and class

discriminativeness. PCKM applies standard (unsupervised) k-means to each class

separately and merges all the discovered cluster centers for the final learned dictionary.

Finding key poses separately per class has been similarly considered in other recent

work [11, 10].

For each method, NK , the number of clusters (keyposes), is a free parameter.

For PCKM, where clustering is performed separately for each class, NK refers to

the number of total clusters in the final, combined set for fair comparison with the

other methods. In order to determine the effect of varying NK on the clustering

results, we used normalized mutual information (NMI), which is a measure of how

homogeneous the clusters are with respect to the class label of the examples, balanced

against the number of clusters [56]. Figure 47 shows the NMI for increasing values

of NK for the three dictionary learning methods for both datasets. For all values

of NK , PCKM results in more homogeneous clusters than KM or SDL. Based on

the assumption that more homogoneous clusters lead to more class-discriminative
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Figure 47: Normalized Mutual Information for clustering on i3DPost (top) and IX-
MAS (bottom) with three different methods over a range of NK values.



78

Wave Wave Wave Scratch Head

Pick-up Kick Punch Check Watch

Figure 48: Each row shows frames co-clustered after unsupervised dictionary learning.
(Top) The cluster is mostly homogeneous; most of the frames are examples of waving.
(Bottom) The cluster is heterogeneous. From left to right, the actions are pick-up,
kick, punch, and check watch.

keyposes, we select PCKM for dictionary learning for the remaining experiments.

Using the elbow method, we choose NK = 1000 for i3DPost and NK = 1650 for

IXMAS.

To build the dictionary of keyposes, the feature descriptors for every fourth frame

in the training data were clustered via the PCKM algorithm. We initialized PCKM

5 times and selected the cluster assignment with minimum energy, as measured by

average intra-class similarity. Figure 48 shows example frames from IXMAS from

two clusters. The first row depicts a cluster that is mainly homogeneous; most of the

frames are examples of waving. The second row shows the more common case of a
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pose shared among multiple classes.

Q-Learning Parameters

For Q-learning, the free parameters were determined empirically. The discount

factor, γ, is 0.5, and the learning rate, η, is initially 1.0 with a decay rate of .997. In

addition to the reward allocation scheme represented in Equation 19, we evaluated

other schemes, including rewards proportional to the keypose classification margin

or based on logistic regression; in general, the selected scheme performed at least as

well as these alternatives. Training terminates when Q-table values have converged

(i.e., successive entries are updated by less than 10−5). With these values, the train-

ing phase in our experiments typically require between 5,000 - 10,000 iterations to

converge, which takes about 30 seconds on a standard PC.

The view-shift penalty, Ψ, represents the cost for switching to a different camera in

the network. Figure 49 shows the number of view-shifts per frame as a function of Ψ

for a system trained and tested on the IXMAS data, averaged over 10 trials. (Other

data showed a similar trend.) Increasing Ψ decreases the frequency of view-shifts. In

a deployed system with a measurable physical or computation cost for view-shifting,

this parameter can be tuned to the desired setting. For our experiments, we set the

view-shift penalty, Ψ = 0.1, reflecting relatively little penalty to switching views.

6.4.2 Experiments

We apply our method to three different action recognition experiments, including

complete sequences, early recognition, and different training and testing environment

camera configurations. We refer to our view-shift action recognition method as vs
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Figure 49: The frequency of view-shifts as a function of the view-shift penalty, Ψ.

and compare to alternative frame-based multi-view classification schemes that use

the same features and aggregation methods:

• The single-camera (sc) method is our implementation of an algorithm described

in [80], which uses Naive Bayes classification on single-view action sequences

without view-shifting.

• The multi-camera voting (vote) method applies a common multi-view aggre-

gation technique where the majority decision serves as the final classification.

For each experiment, we followed the leave-one-actor-out (LOAO) cross-validation

experimental protocol, which is most commonly used in the literature for both i3DPost

and IXMAS (e.g., [39, 38, 89, 103, 53]). For LOAO, all action sequences for a partic-

ular actor are used for testing, while the remaining sequences are used for training.

Accuracy is averaged over all permutations.
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Method type i3DPost IXMAS
vs single 97.65% 94.24%
vote multi 96.25% 93.33%
sc single 93.91% 86.06%

Iosifidis et al. [42] 4D 99.22% (8 actions) -
Iosifidis et al. [41] multi 95.50% (8 actions) -
Gkalelis et al. [33] multi 90.00% (5 actions) -
Holte et al. [39] multi 80.00% (10 actions) -
Turaga et al. [81] 4D - 98.8%
Liu et al. [53] multi - 93.7%
Wu et al. [93] multi - 88.2%
Zhu et al. [103] multi - 88.0%

Table 4: Multi-view classification rates on the i3DPost and IXMAS data sets. The
method type refers to the number of simultaneous views. (Top) Rates for our ap-
proach, vs, and variants. (Bottom) Representative multi-view recognition rates re-
ported in the literature.

Trimmed Video Sequences

For classification on video sequences of prescribed length, we compared our method,

vs, to sc and vote, as well as other recent multi-view recognition methods on both

datasets. Table 4 shows the overall accuracy of each of the methods. In general, our

method, vs, outperformed competing approaches. For each dataset, our results are

better than previously reported results from related multi-view methods. To the best

of our knowledge, the only methods that outperform our approach on these data sets

(e.g., 99.22% for i3DPost [42], 98.78% for IXMAS [81]) are 4D approaches that either

explicitly build a 3D model from the multiple views or rely on an expensive model

parameter fitting step. Compared to both the multi-view and 4D approaches, ours is

more efficient since, per target, processing occurs on only a single view per time step.

Figure 50 shows the confusion matrices for our method, vs, for this classification

experiment on each data set. Each row represents the actual class and each column



82

represents the predicted class. For many actions, accuracy is 100%. For i3DPost,

the greatest confusion is between run and jump (forward), while for IXMAS the

most challenging case involves confusion between waving and scratching head. These

results are reasonable as the confusion in each case is between actions which share

similar poses. Figure 51 shows representative examples of view-shifts for the IXMAS

experiment. For each example, the opaque images correspond to active cameras and

reflect the input processed by our method. The figure shows the expected value of

a view-shift to each camera in the network (including not shifting) and the graphs

in the rightmost column show the class probability distribution associated with the

pose observed in the frame. The first two examples are representative of the general

case, where the learned Q-value leads to a future class-discriminative pose. The third

example shows a case where the view-shift leads to an incorrectly classified pose.

The overall accuracy on the i3DPost dataset is generally higher than on IXMAS, not

only for our method, but for those reported in the literature. This may be explained

by the difference in the complexity of the actions between the datasets. Compared

with i3DPost, IXMAS contains far more self-occlusions and similar-looking actions

with subtle variations, such as between scratching head and waving. Additionally,

the position and orientation (relative to the cameras) of the IXMAS actors are not

prescribed, so the relative pose of an actor is not a function of which camera is

recording the action sequence. The same complexity difference is reflected in lower

NMI scores for IXMAS than i3DPost (Figure 47). For the remaining experiments, we

focus on the more challenging IXMAS dataset.
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Figure 50: Confusion matrices for the proposed view-shift method on the i3DPost
(top) and IXMAS (bottom) datasets.
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Figure 51: Example view-shifts for stand up, punch, and wave, respectively. For the
active camera (opaque image), the assigned keypose is associated with Q-values for
each available view-shift. The highest scoring view-shift determines the active camera
for the next frame. The graphs in the rightmost column show the class probability
distribution associated with the pose observed.

Early Recognition

Previous work (e.g., [71]) has included the observation that many action sequences

can be identified with snippets of only a few frames. For this experiment, using

the IXMAS dataset, we classified only the first portion of an action sequence for

various lengths from 10% to 100%. Figure 52 shows the results for our method and

the representative single- and multi-view methods. As expected, the classification

accuracy of all methods increases as a greater portion of each sequence is observed.

As with the experiment with the trimmed sequences, our method achieves comparable

performance to the method that incorporates all views simultaneously. For sequences

comprising just the first 40% of the available frames, the view -shift method accuracy

is 85%, which is competitive with recent methods that observe the entire sequence

and utilize all the cameras simultaneously (as reported in Table 4).
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Figure 52: Accuracy of action recognition as a function of the observed fraction of
each sequence using the IXMAS dataset. As the fraction increases, the accuracy of all
methods improves. Accuracy of our view-shift method, vs, is similar to vote, despite
using only a single camera per frame.

Camera Network Configuration

To evaluate the performance of our method when different camera configurations

are used in training and testing, we perform experiments using various combinations

of the network cameras. Table 5 shows results for an experiment where four of five

cameras were used in training, and all five cameras were used for testing. That is,

the test environment contains a camera view unseen during training. Single-camera

recognition (sc) accuracy drops by an average of 12%, while, with the view-shift

method, vs, recognition accuracy does not significantly drop. As before, our method

achieves similar performance to the more computationally expensive approach, vote,

which uses multiple views simultaneously. For IXMAS, the overhead viewpoint, cam-

era 5, captures much different representations of the actions compared to the other
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Training Views sc vote vs

2 3 4 5 77.70% 91.52% 92.00%
1 3 4 5 74.79% 91.82% 92.12%
1 2 4 5 76.06% 90.61% 91.70%
1 2 3 5 75.52% 92.12% 91.94%
1 2 3 4 74.36% 90.61% 91.09%
Average 75.69% 91.34% 91.77%

Testing Views sc vote vs

4 cameras 86.12% 91.52% 91.93%
3 cameras 86.06% 90.91% 90.66%
2 cameras 85.99% 84.30% 90.33%

Table 5: Classification accuracy on the IXMAS dataset with various camera combi-
nations. (Top) The left column shows which cameras were used for training, while
all views were used for testing. (Bottom) The left column shows how many cameras
were used for testing while all views were used for training; these results are averaged
over all the 4-, 3-, and 2-camera combinations, respectively.

four cameras. So, in the case when this view is unavailable for training, but present

in testing, it is effectively ignored. Compared to the other combinations of training

viewpoints, in this case where the overhead camera is excluded, we observe the low-

est overall classification accuracy. However, the effect is limited since the overhead

camera is, in general, the least useful for distinguishing among different actions.

Additionally, we perform an experiment using fewer cameras in testing compared

to training, so that fewer view-shift options are available during testing. We train

the method using all five cameras, and perform recognition using a subset of these

views. Averaging the results over all the permutations of cameras, our method,

vs, achieves 91.93%, 90.66%, 90.33% for four, three, and two cameras, respectively.

As the number of cameras in the test environment decreases, the accuracy of our

method decreases only slightly, while the accuracy of vote decreases sharply when

only two cameras are available for testing. While these experiments may not replicate
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disparate camera networks, they provide evidence that relative view-shifts are not tied

to specific camera configurations.

6.5 Summary

In this chapter, we presented a new approach to multi-camera action recognition,

which makes use of a single active camera at a time, resulting in computational

efficiency, while achieving results equal to or slightly better than methods that incor-

porate multiple views simultaneously. Our method is applicable to a wide variety of

image features and distributed camera network architectures.



CHAPTER 7: CONCLUSIONS

This dissertation presents novel approaches for human motion analysis in multi-

camera networks. We applied the concept of dynamic camera selection to each stage in

the motion analysis pipeline. For detection, a variable number of cameras is selected

for pedestrian verification. For tracking, a subset of the available cameras in a network

is selected for active tracking. For pose estimation, exemplar detectors are applied

sequentially to a variable number of views. For action recognition, a single camera is

selected at each time frame both for recognition and to predict the utility of future

views. In each case, our goal is to achieve accuracy similar to approaches that use all

the cameras, but with greater speed by dynamically selecting a subset of the most

discriminative cameras.

Common to our approaches for each area is the focus on solving 2D problems rather

than 3D problems. Considering each camera in a network separately makes possible

the use of a variable number of cameras since they are not all required a priori.

Instead, multiple single-camera outputs can be fused. In addition, 2D approaches

tend to be faster than 3D methods, which often require computationally complex

model fitting.

Another advantage in focusing on 2D approaches is increased modularity of our

framework. For the human motion analysis applications described in this dissertation,

we have incorporated existing 2D methods into the view-selection framework. For



89

example, for pedestrian verification, we took advantage of the current state-of-the-

art 2D pedestrian detector, and our action recognition method is built on top of a

recently introduced 2D feature descriptor. Because our camera-selection framework

is modular, these 2D components can be replaced with new, faster and more accurate

components as they are developed. In comparison, 3D approaches tend toward more

monolithic architectures that are less amenable to such straightforward substitution

into existing frameworks. Further, in the computer vision community, research on

single-camera problems is far more common than on 3D problems, allowing for more

frequent updates of the constituent methods.

7.1 Future Work

There are several potential extensions of this work. One direction is to apply view

selection beyond human motion analysis to domains such as object recognition. For

whole-scene analysis in, for example, a surveillance application, it would be useful to

identify, e.g., tables, chairs, and baggage. While much of the focus in this dissertation

is on motion analysis, non- or seldom-moving objects like chairs would require different

features to be extracted from video, but the broader camera selection framework is

very much relevant to multi-camera object detection and recognition.

A major tenant of this work is finding a balance between accuracy and speed. For

truly real-time human motion analysis, where detection, tracking, pose estimation,

and action recognition are all performed at rates of multiple frames per second, more

work is needed. One of the largest contributors to computational latency is feature

extraction. Many of the best performing feature detectors and descriptors are slow to
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calculate, requiring computationally expensive optimizations or dense window search

across multiple scales. While dynamic camera selection is aimed at reducing the time

impact of feature calculation, additional gains are possible by directly improving the

speed of feature computation. Speed gains may come from new implementations that

are more efficient or take advantage of hardware such as GPUs, as well as from newly

developed algorithms. Future work in this area can directly improve the speed of our

algorithms.

Another interesting extension is to uncalibrated networks. In this work, the scene

geometry is assumed to be known, requiring camera networks to be fully calibrated

as a preliminary step. Calibration allows for explicit reasoning about, for example,

relative view-shifts between cameras for action recognition or coordinate transfor-

mations for switching between actively tracking cameras. However, the process of

calibrating a large network of cameras can be time-consuming and requires special

expertise. Avoiding this necessity by learning inter-camera relationships dynamically

would make installation and configuration of camera networks for human motion

analysis much simpler. Because our approach is based on integrating 2D information

from individual cameras, the aggregation stage of combining single-camera inputs

could potentially be extended to dynamic calibration.
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on fusion of multiple viewpoint information. In Multimodal Technologies for
Perception of Humans, pages 305–310. Springer, 2007.

[9] C. Canton-Ferrer, J. R. Casas, M. Pardàs, and E. Monte. Multi-camera multi-
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